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A large body of evidence suggests an inhomogeneous distribution of galaxies throughout the
universe, showing that galaxies often form systems of clusters whose properties can reveal use-
ful information about the universe. Spectroscopic redshif t measurements were obtained from the
Sloan Digital Sky Survey (SDSS) for nearly 600,000 galaxies allowing for extrapolation of a three-
dimensional map of the local universe. After culling out a co ntiguous, complete region of galaxies,
we detect galaxy clusters using a custom implementation of t he HOP algorithm. Mass functions are
constructed and used to classify clusters by number of constituent galaxies. Petrosian 
ux values
from SDSS are used in the construction of luminosity functio ns, which are then analyzed for di�erent
sized clusters.

I. INTRODUCTION

The distribution of matter throughout the universe is
not homogeneous. Driven by the attractive force of grav-
ity, a hierarchy of structures is observed in the sky which
serves as an example of this inhomogeneity; gas forms
into stars, stars group into galaxies, and galaxies group
into galaxy clusters. These structures appear, respec-
tively, on larger and larger astronomical scales, but there
is a limit after which there are no apparent structures and
homogeneity is �nally observed. This paper will focus on
the scale at which galaxies and galaxy clusters live.

On this scale the spatial distribution of galaxies
throughout the universe is known to be non-uniform.
Qualitative observations show that galaxies typically
tend to group together into clusters, separated by large
empty spaces known as cosmic voids1. In relation to
galaxy distributions, the universe can be related to soap
bubbles in water, with bubbles being cosmic voids, sur-
rounded by sheets, clouds, and chains of galaxies. The
high-density regions of galaxies are loosely identi�ed as
galaxy clusters.

Galaxy clusters are the largest known gravitationally
bound structures in the universe and, as such, may pro-
vide information about the structure of the early uni-
verse. It is believed that galaxy clusters observed today
correspond to primordial density 
uctuations in the early
universe. The in
ation of the universe, along with grav-
ity acting over time, served to amplify these density 
uc-
tuations into large-scale structures observed today, most
notably, galaxy clusters2. Since many have demonstrated
the usefulness of Cosmic Microwave Background (CMB)
in linking the modern universe to the distant past, CMB

uctuations may also be related to galaxy clusters. Fur-
thermore, research in cosmology o�ers numerous models
of the universe, most of which allow for predictions of
the distribution of galaxies that should be observed to-
day. One of the uses of research in galaxy clusters may
be to compare results with theories in cosmology and
to quickly eliminate universe models that predict distri-
butions of matter which di�er wildly from observed re-
sults. Successful research in the distribution of galaxies
can therefore serve as an important bridge between as-

pects of observational astrophysics and cosmology.
Detection of galaxy clusters has never been an easy

task. In the past, individual galaxy clusters and similar
structures were usually hand-picked and analyzed by ob-
servational astronomers. With more than tens of millions
of observable galaxies in the sky, this is a slow and tedious
process. Although this work is still common, the digital
age has made large astronomical catalogs and databases
publicly available; statistical methods and powerful com-
puters can automate this type of distribution analysis.
Many algorithms and methods have been proposed for
identifying groups in general N-body simulations, e.g.
Friends of Friends (FOF), DENMAX, and HOP 3. These
algorithms are useful because they can be used to de-
tect galaxy clusters from a large set of positional data on
galaxies.

This project attempts to implement the HOP algo-
rithm and apply it to galaxy data from the Sloan Digital
Sky Survey (SDSS). Galaxy clusters are identi�ed and
classi�ed, then luminosity functions are compared with
theory for representative clusters sizes. Additionally, a
set of three-dimensional interactive software visualiza-
tion tools are developed alongside to aid in understanding
the results. The document will be organized as follows.
First, data preparation and completeness issues are ad-
dressed. Algorithm implementation issues will then be
addressed. Then, results and analysis will provided along
with a summary and comparison to any relevant theory.
A concluding section will re
ect on the work and suggest
a path for continuation or future work.

II. DATA

The data source used is the SDSS Data Release Five
(DR5), a highly ambitious astronomical survey with an
ever growing database of celestial objects which is free
and easily accessible to the public. Originally conceived
in the 1908s, when it was realized that advances in com-
puting would allow for a wide-area, digital optical sky
survey, SDSS currently uses a dedicated 2.5 meter tele-
scope in New Mexico, coupled with a broadband wave-
length (3400-9800�A) spectroscopic system, and a high-
bandwidth digital data acquisition and feedback system
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for real-time, automatic calibration, object identi�cati on,
and target selection4. The SDSS catalog currently con-
tains photometric and spectral information on over tens
of millions of celestial objects.

To do galaxy clustering and distribution analysis at all
requires positional data, in all three dimensions, for each
galaxy object acquired from SDSS. The angular position
of every object in SDSS is easily recorded, however, the
line-of-sight distance can only be obtained from spectro-
scopic redshift measurements, as will be described later.
Unfortunately, not all objects in the photometric cata-
log exist simultaneously in the spectroscopic catalog; ob-
jects meeting certain criteria are selected from the pho-
tometric catalog and targeted for spectroscopy. Thus,
this project restricts attention to a subset of the SDSS
catalog: galaxies for which spectroscopy information is
available. Filtering through the galaxies with redshift
measurements currently yields a set of� 600,000 galax-
ies covering 5713 square degrees of the sky5. Fig. 1
shows the spectroscopic sky coverage as a shaded region
on the celestial sphere. The key quantities obtained for
each galaxy are: (i) angular sky position (in galactic co-
ordinates), (ii) spectroscopic redshift measurement, (iii)
Petrosian 
ux g-band and r-band (green and red color)
magnitudes.

A. Building 3D Map of Galaxies

The �rst step in data preparation is extrapolating a
three-dimensional map of the galaxies. This involves con-
verting the measured redshifts to distances using funda-
mental theory developed in cosmology. Of the di�erent
distance metrics commonly used in cosmology, the angu-
lar diameter distance is used because it serves as a good
estimate of the "real" distance from the redshift6. Ac-
cordingly, the distance is related to the redshift, z, by
the following relation:

dA (z) =
c

H0(1 + z)

Z z

0

1
p


 m (1 + z0)3 + 
 �
dz0 (1)

with the value H0 = 70 km s� 1 Mpc� 1 for the Hubble
constant. This also assumes a 
at universe model for
which the values 
 m = 0 :3 and 
 � = 0 :7 are used.

After applying this to the redshifts of every galaxy in
the set, the line-of-sight distances are obtained and a
three-dimensional map of the galaxies in the local uni-
verse is available in spherical coordinates (galactic coor-
dinates).

B. Data Completeness

A detailed plot of the galaxies in l -b space (the two
galactic coordinates) shows how SDSS scans in sweeping
motions across the celestial sphere, obtaining "bands" of

FIG. 1: The spectroscopic sky coverage of the SDSS Data
Release Five. The coverage area is the green shaded region on
the celestial sphere as a projection of equatorial coordinates.

data at a time. SDSS carefully accounts for band over-
laps, but there are visible holes in the coverage where
adjacent bands do not meet. These holes present arti�-
cial anomalies that could skew the results of a clustering
algorithm in unde�ned ways.

SDSS precisely records the geometry of all holes and
covered regions of the sky. In theory it would be possible
to devise an algorithm to extract boundaries for optimum
contiguous regions of sky. This geometric approach was
explored, but it was found that this method is computa-
tionally expensive and unrealistic. There are many small
holes due to obstructions from large and/or bright stars
and galaxies in SDSS. The geometry of these holes are all
recorded and, although they are sparse, they pose di�-
cult problems for an automatic "hole avoidance" method
as described above. Since holes from obstructions are
small enough to have only negligible e�ects on the clus-
tering algorithm, a much simpler method can be used to
ignore these small holes, but still avoid the larger ones
that were described previously.

The preferred method for culling a contiguous region
of data is much simpler. Starting with the full plot in l -b
space, a reliable region is estimated by eye, then cropped
out. The result is plotted, but now the resolution is
higher, thus allowing another region of reliable coverage
can be cropped using the same method. Repeating this
as many times as needed yields a relatively complete set
of galaxies to work with. This method is illustrated in
Fig. 3 on the actual data used.

Unfortunately, another issue arises concerning the
completeness at the higher redshifts. We suspect that
these farther galaxies may be obstructed by nearer ones,
causing the average galactic density to drop o� with in-
creasing distance. Owing to the isotropy of space, we
assume that, on average across long distances, the galac-
tic density remains relatively constant. To check this, a
histogram was generated to create an experimental curve
relating the distance to average galactic density. Spher-
ical shells with thicknesses de�ned by the histogram bin
sizes were used to obtain average density values.
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FIG. 2: Galaxy data plotted in l-b space. Many arti�cial
holes are evident in this plot. There are also many smaller
ones which are resolved at this resolution.

III. IMPLEMENTATION

At the heart of the galaxy cluster detection is
the group-�nding algorithm. Three algorithms|HOP,
Friends-of-Friends (FOF), and DENMAX|were consid-
ered for this project. The HOP algorithm was chosen
because it is a good balance between the other two. FOF
is widely used because of its trivial implementation, but
it lacks robustness and often spits out clusters with un-
physical shapes that do not bear much resemblance real
physical clusters. In contrast, DENMAX produces better
results, but includes a much more complicated implemen-
tation which involves numerical subtleties including the
calculation of a "continuous" density gradient �eld and
other computationally-expensive steps. HOP requires a
relatively trivial implementation yet still produces good
results comparable to DENMAX.

The operation of our implementation of the HOP al-
gorithm will be summarized in steps below. The main
idea behind HOP is to estimate a density �eld de�ned on
the set of galaxies and use it to assign galaxies to local
maxima, thereby establishing a set of equivalence classes,
each of which representing a galaxy cluster3.

A. Constructing the Scalar Density Field

The �rst step is the calculation of a scalar density �eld
which estimates the real density �eld. Each galaxy is as-
signed a density estimate,D , based on the relative posi-

FIG. 3: A sequence of plots showing the iterative method of
culling a contiguous region of data. A boundary box is shown
in the �rst two sub-�gures to indicate the crop region used.
The last plot shows the resulting set of galaxies in l-b space.
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tions of each of itsNdens nearest-neighbors. Each neigh-
bor, at a distance r i from the query galaxy, is assigned a
weight:

Wi = 1 � (
r i

rmax
)3 (2)

where rmax is the distance to the furthest of the Ndens

nearest-neighbors. The weights are cubic and spherically
symmetric owing to the three dimensions. Evidently, the
weights are normalized between 0 and 1 with the most
distant neighbor having weight zero, and neighbors clos-
est to the query galaxy having weights approaching unity.

The density estimate,D , of the galaxy is more precisely
de�ned as the sum of the weights of itsNdens nearest-
neighbors:

D =
N densX

i

Wi =
N densX

i

[1 � (
r i

rmax
)3] (3)

These density estimates have the useful properties that
they are cubic, spherically symmetric, and scalable. They
are scalable in the sense that they depend on therelative
distances to the nearest-neighbors, so that the density
estimates adjust to the scale of the separation distances
of the galaxies near the query point. Multiplying the dis-
tances of the nearest-neighbors by a common factor does
not have any resulting e�ect on the weights. If scalability
is not desired, then a simpler prescription can be easily
substituted. For example, one could use as a density es-
timate the number of nearest-neighbors within a sphere
of volume 4

3 �r max
3.

B. Grouping Galaxies by Hopping

After the scalar density �eld is computed, each galaxy
is assigned to a cluster. This process begins by choosing a
galaxy and "hopping" to the densest of its Nhop nearest-
neighbors, then continuing to the densest of that one's
Nhop nearest-neighbors, and repeating recursively until a
galaxy is its own densest neighbor. When this base case
is reached, then all of the galaxies traversed along the
path to this last galaxy are assigned to the same cluster,
with the last galaxy being the cluster maximum. This
entire process is repeated on all unassigned galaxies until
all galaxies in the set belong to a cluster.

C. Cluster Cleanup

An additional cleanup phase is needed to merge and
disband clusters as needed to produce better results. A
discussion of some of the issues follows.

The hopping method works by moving along the den-
sity gradients to �nd galaxies with local density maxima.
This an e�cient and logical recipe, however, a group of
galaxies that appears by eye to be a single cluster may

FIG. 4: A schematic showing a simple example calculation
of the density estimate of a galaxy. The blue point is the
query galaxy while the red points are the Ndens = 4 nearest-
neighbors. The r i is included to make clear how the density
estimates are computed. It represents one term in the sum
from Eq. 3.

include multiple local density maxima. As a result, the
hopping method may break such clusters into multiple
smaller clusters with each one centered around its local
maximum.

The HOP algorithm o�ers a solution to this problem
by introducing the idea of "boundary pairs" and a den-
sity parameter � saddle . A boundary pair is a pair of
galaxies, both in di�erent clusters, which are separated
by no more than Nmerge nearest-neighbors3. Two clus-
ters are merged when they share a boundary pair whose
average density value exceeds� saddle . The purpose of
� saddle is therefore to de�ne an intermediate density con-
tour within which adjacent clusters are merged together.

Another apparent problem is that all galaxies are cur-
rently assigned to a cluster, but this is not necessary or
even desirable. In some cases, a region of galaxies may be
distributed uniformly with no particular grouping phe-
nomena, yet the algorithm will assign each of these to a
cluster (or possibly the same cluster, depending on the
value of the parameter Nhop ). By Eq. 3, galaxies in a
"uniform" region will have small density values because
the ratio r i =rmax is closer to unity compared to non-
uniform regions. Therefore, another density parameter,
� outer , is introduced such that all galaxies with density
values not exceeding� outer are disassociated with any
cluster Conceptually, � outer de�nes the outer boundary
density contours of the clusters3.

A similar approach is applied to clusters themselves.
Not all clusters are considered "dense" enough and
should be disbanded. To mitigate this, a peak density
parameter, � peak , is used such that a cluster whose clus-
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ter maximum's density value does not exceed� peak is
disbanded.

With six free parameters, one would expect a large
portion of e�orts on this project to be directed at choos-
ing the best values for them. But work has already
been done to demonstrate a degree of insensitivity to the
parameters3. Parameter values used herein were adopted
following recommendations made by the authors of HOP:
Ndens = 64, Nhop = 16, Nmerge = 4. The values chosen
for the density parameters were based on the distribution
of density values found from scalar density �eld construc-
tion. They will be discussed brie
y in the results section
when the distribution of density values in the �eld are
presented.

IV. RESULTS AND ANALYSIS

After constructing the scalar density �eld (Fig. 6),
it is useful to look at the distribution of density values
obtained. A galaxy randomly picked from the data set
is expected to be Gaussian-distributed about the mean
density value. This hypothesis is veri�ed in Fig. 5 which
shows a histogram consistent with a Gaussian distribu-
tion of density values (normalized to the mean). This
result aids in choosing appropriate values for the den-
sity parameters, � outer , � saddle , and � peak mentioned pre-
viously. Recall that the � outer marks the outer density
contour of clusters and the minimum density value above
which a galaxy is allowed membership to a cluster. Thus,
� outer was reasonably chosen to be equal to the mean
value (in this case 1). The remaining two parameters,
� saddle and � peak , are set to 1 + 1=2� and 1 + � , respec-
tively, where � is the standard deviation of distribution.
The result is that no more than 16% of galaxies are eligi-
ble to be cluster maxima, and that contours with densi-
ties � 1 + 1=2� serve as "connective tissue" for merging
clusters.

Finally, the rest of the clustering algorithm is carried
out and a number of clusters are detected with varying
sizes (or number of constituent galaxies) (Fig. 7). A
mass function was constructed from the resulting clus-
ters to help understand them. Clusters were classi�ed
by size, grouped into bins and counted, then plotted as
a histogram (Fig. 8). The resulting long-tailed distribu-
tion is consistent with expected cluster mass functions
??. The skewed Gaussian arises because, although there
are many clusters of relatively small sizes, the number of
large clusters remains signi�cant. A total of 552 clusters
were detected, hence the coarseness of the histogram in
Fig. 8. The mean cluster size is� 45 galaxies, while the
median cluster size is 41 galaxies.

Luminosity functions are constructed for the g, r, and
di�erential g � r bands for large and small cluster sizes.
The Petrosian 
ux g and r magnitudes give good esti-
mates of the luminosities of each galaxy and are thus
used for the luminosity functions. Part of the goal is
to compare the luminosity functions for large and small
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FIG. 5: Density distribution histogram (normalized to the
mean density) for the constructed scalar density �eld. It
shows the frequency of galaxies appearing within discrete den-
sity ranges.

clusters to hopefully reveal relationships between cluster
size and astrophysical properties such as cluster age. In
accordance with the obtained mass function in Fig. 8, a
large cluster is de�ned to be one having at least 90 con-
stituent galaxies, while a small cluster has 15 or fewer
galaxies. For the large cluster luminosity functions, all
galaxies belonging to a large cluster are �rst collected.
They are then assigned to bins based on their luminos-
ity values, after which they are normalized and plotted
as a distribution function, as shown for the g-band lu-
minosity function in Fig. 9. The error bars for each bin
is taken to be the square root of the number of galax-
ies in that bin, following the error analysis of a counting
experiment. These error estimates should be considered
only rough error estimates because they are not inde-
pendent and assume incorrectly that the Petrosian 
ux
magnitudes have zero uncertainty. The same process is
followed for the r-band luminosity function and for the
small clusters as well. The g and r luminosity functions
have the expected qualitative form7, but do not di�er
signi�cantly enough to draw any conclusions. The g � r
luminosity functions do faintly show one expected fea-
ture: an additional peak just past the main maximum,
indicating a swell in frequency of galaxiesM g magnitudes
just higher than the main peak. This is believed to be
an unfortunate side-e�ect of failing to include the photo-
metric luminosities of galaxies for which no spectroscopy
data is available in SDSS.



6

FIG. 6: A snapshot taken from within the 3D interactive visu-
alization tools showing the scalar density �eld. Each galax y is
colored according to its relative density value. Denser galaxies
appear toward the blue end of the spectrum while less dense
galaxies appear redder.

V. CONCLUSION

A. Future Work

Error analysis is an aspect that would be a useful area
of future work on this topic. It has been largely avoided
thus far due to a combination of time constraints and
overcoming the complexities of error analysis in the con-
text of this project. Nonetheless, a discussion of some
obvious|but not necessarily most signi�cant|sources of
error follows.

The most evident errors come from uncertainty in the
position of each galaxy. SDSS provides an estimate of the
error in the measured redshifts and sky positions over all
the galaxies. Compounding this error is an additional
uncertainty in the redshifts of each galaxy|unaccounted
for by SDSS|due to the peculiar velocity, an added con-
tribution to the line-of-sight component of an object's

FIG. 7: A snapshot taken from within the 3D interactive
visualization tools showing the detected clusters. Each cluster
is assigned at random one of �ve possible colors. Note that
the colors have no physical signi�cance. They are used only
to help distinguish the clusters by eye. Also, galaxies not
assigned to a cluster are omitted from this set.
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FIG. 8: Mass function of detected clusters. The distributio n
of cluster sizes is a skewed Gaussian.
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FIG. 9: Luminosity functions for g-band Petrosian 
ux mag-
nitudes, M g , for large-sized clusters (blue triangles), and small
clusters (red squares).

FIG. 10: Luminosity functions for r-band Petrosian 
ux mag-
nitudes, M r , for large-sized clusters (blue triangles), and small
clusters (red squares).

velocity arising from gravitational interactions of other
nearby objects. Although this is information is easily
handled for each individual galaxy, it is unclear as to how
it can be incorporated into the entire galaxy clustering
method. Each galaxy can be visualized as existing inside
a cloud of uncertainty in space. Under the assumption
that measurements from SDSS have no systematic errors
and that the peculiar velocities e�ect the redshifts ran-
domly (which is believed to be true), the shapes of these
uncertainty clouds should be random, thus it is hypoth-
esized that they will have no net e�ect on the results of

the clustering algorithm. This hypothesis could only be
veri�ed by further research.

Cosmic void detection is another interesting area which

FIG. 11: Luminosity functions for di�erential band Petrosi an

ux magnitudes, M g � M r , for large-sized clusters (blue tri-
angles), and small clusters (red squares).

could be explored in future work. Cosmic voids, as previ-
ously mentioned, are large, open areas of space with lit-
tle or no galaxies in them, often spanning distance scales
up to millions of light years. They are quite numerous
throughout the observable universe and are possibly more
useful than galaxy clusters. There have been few cos-
mic void detection algorithms proposed and even fewer
attempts at using them on real data because of the di�-
culties involved in detecting them in a robust manner.

The universe exhibits a hierarchy of structures reach-
ing up to the level of large systems of galaxies, known as
galaxy clusters. Because these inhomogeneities may cor-
respond to density 
uctuations and other conditions dur-
ing early times of the universe, and because cosmological
models can be compared against observed distributions of
galaxies and galaxy clusters today, computational meth-
ods for studying galaxy clusters are important. In this
project, a cluster detection method was employed on real
data involving approximately 600,000 galaxies in SDSS.
The data was prepared, visualized through 3D interac-
tive tools, and run through a cluster detection algorithm
heavily based on the HOP group-�nding method. Mass
functions were constructed from the results and used to
produce luminosity functions for representative cluster
sizes in search for luminosity-cluster size relations. The
work was overall a success, but the future may bring a
larger, more complete data set on which the project can
be expanded to produce more fruitful results.
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